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Abstract 
Campus software products borrow behavioural design patterns (checklists, defaults, reminders, social proof, 
goals, streaks, loss framing, friction reduction, personalised timing and urgency cues) to raise activation and 
engagement, yet the evidence in higher education is thin, field effects are small, and harms (opt-outs, complaints, 
loss of trust, crowding-out of motivation) are rarely measured. This article presents a quantitative evaluation 
framework for such patterns and applies it on a transparent synthetic testbed: an agent-based model of 40,000 
students in five campuses over a 16-week term with latent motivation, habits, notification tolerance and peer 
influence through course sections, on which ten patterns are implemented with stylised mechanisms from the 
literature and the true effect of each is known. Activation is moved most by friction reduction and an onboarding 
checklist (about 12 and 11 percentage points), sustained engagement in the final term week by gated social proof, 
timed reminders and personalised timing (1.4 to 2.1 points, building over the term), and short-run engagement 
by an urgency countdown, goals and streaks, whose effects decay to near zero. Default opt-in raises opt-outs by 
11 points and the urgency countdown produces 11 complaints per 100 students; three patterns raise engagement 
while lowering opt-outs. The ranking of patterns inverts between activation and sustained engagement and 
between week 2 and week 16. Standard methods are scored against the truth: a megastudy on 40,000 students 
cannot resolve the persistent 1 to 2-point effects, user-level randomisation understates social-proof effects by a 
third or more under peer interference, weekly peeking raises the A/A false-positive rate from 2.5% to 27.5%, 
small samples exaggerate significant effects several-fold, CUPED cuts standard errors by 10 to 37%, and uplift 
targeting finds heterogeneity that is not there. A Monte Carlo analysis over fourteen assumed parameters shows 
which conclusions survive. The article contributes a reference architecture, a behavioural state model, an 
experiment lifecycle workflow, a regulatory and ethical mapping and a governance roadmap. All data are 
synthetic; all results are properties of stated assumptions. 
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Introduction 
Universities now run their relationship with students through software. Learning management systems 
carry assignments and grades, student portals and mobile applications carry deadlines, advising, 
registration and notifications, and the same products are expected to keep students engaged, to help 
them meet deadlines and to flag those who are drifting away (Dahlstrom et al., 2014; Henrie et al., 2015; 
EDUCAUSE, 2023). The teams that build these products have borrowed from consumer software the 
toolkit of behavioural design: onboarding checklists with progress bars, default opt-ins, timed 
reminders, social proof, goal setting, streaks and badges, loss-framed messages, friction reduction, 
personalised timing and urgency cues. The toolkit rests on a large behavioural science literature, from 
defaults that move organ donation and retirement saving (Johnson & Goldstein, 2003; Madrian & Shea, 
2001) to social norms that move energy use (Allcott, 2011; Schultz et al., 2007), reminders that move 
saving and vaccination (Karlan et al., 2016; Milkman et al., 2011) and the general programme of choice 
architecture (Thaler & Sunstein, 2008; Kahneman, 2011). 
Two things complicate the transfer to campus products. First, the effects are smaller and less reliable 
than the early literature suggested. Meta-analyses of nudging report median effects that shrink as study 
quality rises (Hummel & Maedche, 2019; Mertens et al., 2022), a re-analysis that adjusts for publication 
bias finds little evidence of an average effect (Maier et al., 2022), and the two largest administrative 
nudge units found effects about a sixth the size of those in academic papers (DellaVigna & Linos, 2022). 
In higher education specifically, large field experiments on goal setting, reminders and planning found 
small or null effects on grades and persistence (Dobronyi et al., 2019; Oreopoulos & Petronijevic, 2019; 
Clark et al., 2020), financial-aid nudges that worked at a university scale did not work at a national 
scale (Bird et al., 2021; Castleman & Page, 2016), and interventions that worked in one online course 
did not transfer to others (Kizilcec et al., 2020). Second, campus products are not consumer products. 
Their users are a captive population, often young adults, whose attention the institution has a duty to 
protect; their data are protected by federal law; and experiments on them raise questions that the 
Facebook emotional-contagion study made public (Kramer et al., 2014; Meyer et al., 2019; Slade & 
Prinsloo, 2013). Some of the toolkit shades into what regulators now call dark patterns (Gray et al., 2018; 
Mathur et al., 2019; Federal Trade Commission, 2022). 
The product teams' answer is to measure: run controlled experiments on each pattern and keep the 
ones that work. The measurement is harder than it looks. Engagement metrics are many and easily 
gamed (Dmitriev et al., 2017); novelty inflates short tests (Kohavi et al., 2012; Hohnhold et al., 2015); 
social patterns violate the independence that randomisation by user assumes, because students share 
course sections (Hudgens & Halloran, 2008; Eckles et al., 2017); ten patterns times six metrics is sixty 
hypotheses (Benjamini & Hochberg, 1995); peeking at results inflates false positives (Johari et al., 2017); 
small samples produce estimates of the wrong sign and size (Gelman & Carlin, 2014); and the effects 
that matter, retention and on-time work at the end of the term, arrive months after the decision has to 
be made (Athey et al., 2019). A campus team that evaluates patterns without attending to these 
problems will ship patterns that do not work and miss patterns that do. 
This article asks what a quantitative evaluation of behavioural design patterns in a large campus 
product should look like, and what it would find. Because no campus can run two hundred 
experiments on the same term, and because the true effect of a pattern on a real population is never 
observed, the article builds a transparent synthetic testbed: an agent-based model of 40,000 students in 
five campuses using a student hub application over a 16-week term, with latent motivation, habits, 
notification tolerance and social connections through course sections, and ten patterns implemented as 
interventions whose mechanisms and stylised effect sizes are taken from the literature. On this testbed 
the true effect of every pattern is known, so the evaluation methods themselves can be evaluated. It 
poses four research questions. RQ1: how large are the effects of the ten patterns on activation and on 
engagement, how do they evolve over the term and how do they differ across students? RQ2: what 
harms do the patterns produce (opt-outs, complaints, idle use, loss of trust, crowding-out of 
motivation), and how do harms trade against engagement? RQ3: how well do standard 
experimentation methods recover the true effects: which randomisation unit, estimator, sample size, 
duration and correction, and what biases remain? RQ4: how stable are the answers when the assumed 
effect mechanisms vary? 
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The contributions are a reference architecture for an experimentation platform inside a campus product 
with its safeguards (Figure 1), a behavioural state model that places each pattern on the transition it 
acts on (Figure 2), an experiment lifecycle workflow with ethics and student review built in (Figure 3), 
a synthetic testbed and evaluation framework that are released in full (Figure 4), a quantified 
comparison of the ten patterns with their time paths, heterogeneity and harms, an evaluation of the 
evaluation methods, a Monte Carlo analysis of robustness and a governance roadmap. The study is 
explicit about what it is not: it does not use data from any campus or product, and the effects it reports 
are properties of assumptions, not measurements. Its value is in the structure: which patterns are worth 
testing first, which harms must be measured alongside engagement, and which measurement errors 
will mislead a team that does not design against them. 
Background and related work 
Behavioural design patterns and the evidence behind them 
The patterns a product team can deploy map onto behaviour change techniques with named 
mechanisms (Michie et al., 2011; Michie et al., 2013; Fogg, 2009; Oinas-Kukkonen & Harjumaa, 2009). 
Defaults exploit inertia: when the default option is to participate, participation rises and stays high, as 
it did for organ donation and retirement plans (Johnson & Goldstein, 2003; Madrian & Shea, 2001). 
Reminders act on attention and memory: a text message before a deadline raises saving and vaccination 
and reduces summer melt among college-bound students (Karlan et al., 2016; Milkman et al., 2011; 
Castleman & Page, 2015). Social proof acts on descriptive norms: telling hotel guests that most others 
reuse towels raises reuse, and telling households how their energy use compares with neighbours 
lowers it, with the well-known boomerang for those already below the norm unless an injunctive cue 
is added (Goldstein et al., 2008; Schultz et al., 2007; Allcott, 2011). Goal setting and implementation 
intentions act on planning (Gollwitzer, 1999); the goal-gradient effect, in which effort rises as a goal 
nears, underlies progress bars and checklists (Kivetz et al., 2006); temporal landmarks motivate fresh 
starts (Dai et al., 2014); loss framing draws on loss aversion (Tversky & Kahneman, 1991). Friction 
reduction is the least glamorous and often the largest lever: simplifying a notice raised take-up of a tax 
credit more than any behavioural framing (Bhargava & Manoli, 2015), and the removal of sludge is 
now a policy agenda of its own (Sunstein, 2022). Gamification, the use of game elements in non-game 
contexts (Deterding et al., 2011), has a mixed record (Aminul Islam, 2024; Ashik, 2024; Kynatun & Saba, 
2024): reviews find positive effects that depend on context and decay (Hamari et al., 2014; Sailer & 
Homner, 2020), a longitudinal classroom study found lower intrinsic motivation and grades (Hanus & 
Fox, 2015), and the meta-analytic finding that extrinsic rewards can crowd out intrinsic motivation is 
the mechanism to fear (Deci et al., 1999; Ryan & Deci, 2000). Habit formation gives the time scale: habits 
form over weeks of repetition and plateau, and context cues sustain them (Lally et al., 2010; Wood & 
Neal, 2007). 
The evidence on effect sizes has matured. Across domains, meta-analyses find median relative effects 
around a fifth, with wide variance and a strong dependence on study quality (Hummel & Maedche, 
2019; Mertens et al., 2022); adjusting for publication bias removes most of the average (Maier et al., 
2022); and administrative nudge units, which register every trial, find average effects of about 1.4 
percentage points against 8.7 in the academic literature (DellaVigna & Linos, 2022). Persistence is the 
other concern: energy-conservation effects decayed when the intervention stopped and persisted only 
with repetition (Allcott & Rogers, 2014). Megastudies, which test many interventions in one population 
at the same time (Md Maksudul, 2024; Md Shahid, 2024; Md Tazul Islam, 2024), were introduced to 
address the comparability problem that separate experiments leave open, and they found that the 
ranking of interventions differed from experts' predictions and that most effects were small (Milkman 
et al., 2021a; Milkman et al., 2021b). 
Nudging and engagement in higher education 
Education has its own nudge literature, reviewed by Damgaard and Nielsen Damgaard and Nielsen 
(2018). Text-message nudges reduced summer melt and increased financial-aid renewal in targeted 
populations (Castleman & Page, 2015; Castleman & Page, 2016), but the same approach at national scale 
did not move FAFSA completion (Bird et al., 2021). In large field experiments at a Canadian university, 
goal setting, academic reminders and coaching by text produced small or no effects on grades and 
persistence (Dobronyi et al., 2019; Oreopoulos & Petronijevic, 2019), and goal setting in a British 
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university moved task completion but not performance (Clark et al., 2020). Brief psychological 
interventions have had effects that depend strongly on context: a national growth-mindset experiment 
found effects concentrated in lower-achieving students in supportive schools (Yeager et al., 2019), a 
social-belonging intervention improved outcomes for minority students (Walton & Cohen, 2011), and 
behavioural interventions that worked in one online course did not transfer across courses and 
populations (Kizilcec et al., 2020). Student engagement itself is a multidimensional construct with 
behavioural, emotional and cognitive components (Fredricks et al., 2004), and the engagement that 
software can measure (logins, clicks, submissions) is a proxy for it whose validity has to be argued, not 
assumed (Henrie et al., 2015). Learning analytics has used that proxy to build early-warning systems 
from LMS activity (Macfadyen & Dawson, 2010; Arnold & Pistilli, 2012; Siemens, 2013), with ethical 
debates about what the institution owes students once it knows (Slade & Prinsloo, 2013; Prinsloo & 
Slade, 2017; Ifenthaler & Schumacher, 2016). Persistence theory places engagement in a social context 
(Tinto, 1993; Kuh, 2008), which is why course sections matter in the testbed below. 
Measuring engagement and running experiments 
User engagement with technology has been defined and measured in human-computer interaction as 
a multi-attribute construct (O'Brien & Toms, 2008; O'Brien et al., 2018); product analytics reduces it to 
behavioural metrics (activation, daily and weekly active use, retention), and customer-base models 
describe retention as a stochastic process (Fader et al., 2005; Lemon & Verhoef, 2016). The practice of 
online controlled experiments is well documented: the survey and practical guide by Kohavi and 
colleagues, the infrastructure that runs overlapping experiments at scale, the challenges summit of the 
large platforms and the pitfalls of metric interpretation (Kohavi et al., 2009; Kohavi et al., 2020; Tang et 
al., 2010; Gupta et al., 2019; Dmitriev et al., 2017; Bakshy et al., 2014; Xu et al., 2015). Specific threats are 
known: novelty and learning effects that make short experiments misleading (Kohavi et al., 2012; 
Hohnhold et al., 2015); peeking, which inflates false positives unless sequential methods are used 
(Johari et al., 2017); invalid experiments that automatic diagnostics can catch (Chen et al., 2019); and the 
loss of sensitivity that pre-experiment covariates recover (Deng et al., 2013). Causal inference supplies 
the framework (Rubin, 1974; Holland, 1986; Imbens & Rubin, 2015; Athey & Imbens, 2017), including 
heterogeneous effects estimated with forests and meta-learners (Wager & Athey, 2018; Künzel et al., 
2019), uplift modelling for targeting (Gutierrez & Gérardy, 2017), bandits for adaptive allocation (Li et 
al., 2010; Lattimore & Szepesvári, 2020), surrogate indices for long-term outcomes (Athey et al., 2019) 
and the statistics of generalisation across sites (Tipton, 2014; Bloom et al., 2007; Raudenbush & Bryk, 
2002). Interference is the threat specific to social patterns: when a student's outcome depends on 
classmates' treatment, randomising by user biases the estimate, and cluster or graph-cluster 
randomisation reduces the bias at a cost in power (Hudgens & Halloran, 2008; Aronow & Samii, 2017; 
Ugander et al., 2013; Eckles et al., 2017). Multiple testing and the credibility of findings add the last 
layer: false discovery control (Benjamini & Hochberg, 1995), Type S and Type M errors in 
underpowered studies (Gelman & Carlin, 2014), researcher degrees of freedom (Simmons et al., 2011) 
and the reproducibility record (Ioannidis, 2005; Open Science Collaboration, 2015). Meta-analysis 
across sites uses random-effects models and heterogeneity statistics (DerSimonian & Laird, 1986; 
Higgins & Thompson, 2002; Cohen, 1988). 
Ethics, dark patterns and the regulatory context 
The ethics of nudging has been argued at length, with the consensus that nudges must preserve choice, 
be transparent and serve the nudged person's own ends (Sunstein, 2015; Thaler & Sunstein, 2008). Dark 
patterns are the designs that fail those tests: interfaces that trick, pressure or obstruct users (Gray et al., 
2018; Mathur et al., 2021), found at scale in commerce (Mathur et al., 2019) and now the subject of U.S. 
enforcement under the Federal Trade Commission Act and of the European Digital Services Act's 
prohibition of deceptive interface design (Federal Trade Commission, 2022; U.S. Congress, 2023; 
European Parliament and Council, 2022). Notifications are the medium through which most campus 
patterns act, and the human-computer interaction literature documents their cost (Sumaiya, 2024; Taher 
et al., 2024): interruptions, overload and the receptivity that depends on timing and content (Pielot et 
al., 2014; Sahami Shirazi et al., 2014; Mehrotra et al., 2016; Monge Roffarello & De Russis, 2019). For 
students, two further frameworks apply: the Family Educational Rights and Privacy Act governs 
education records and the uses to which they may be put (U.S. Department of Education, n.d.), and the 
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Common Rule governs research with human subjects, so that an experiment on students may require 
review even when a product change would not (U.S. Department of Health and Human Services, 2018; 
Kramer et al., 2014; Meyer et al., 2019). Accessibility guidelines constrain the surfaces themselves 
(World Wide Web Consortium, 2023), and the EU's data-protection and AI regulations apply where the 
product reaches European students (European Parliament and Council, 2016; European Parliament and 
Council, 2024). The testbed treats harms as metrics with the same status as engagement, which is the 
practical form of these constraints. 
Agent-based simulation as an evaluation instrument 
Agent-based models generate population behaviour from individual rules and are used to study 
interventions whose effects run through heterogeneity and interaction (Epstein, 1999; Macal & North, 
2010); their verification and validation follow the general discipline of simulation (Law, 2015; Sargent, 
2013). The present testbed is used not to predict what a pattern will do on a real campus, which it 
cannot, but to provide a population in which every effect is known so that evaluation methods can be 
scored, in the way that synthetic benchmarks are used elsewhere. Table 1 summarises the strands and 
the gap this article addresses. 
 

Table 1: Literature strands, what they establish, representative sources and the gap addressed in 
this article 

Strand What the literature establishes Representative sources Gap addressed here 

Behavioural 
economics and 
choice architecture 

Defaults, reminders, social norms, 
planning prompts and framing 
move behaviour; effects are real 

but smaller and less durable than 
early reports 

Thaler & Sunstein (2008); Johnson 
& Goldstein (2003); Madrian & 

Shea (2001); Allcott (2011); Karlan 
et al. (2016); Allcott & Rogers 

(2014); DellaVigna & Linos (2022); 
Maier et al. (2022) 

The same mechanisms 
implemented as product 

patterns and compared on one 
population with known truth 

Nudging in 
education 

Text nudges help in targeted 
populations; large field 

experiments on goals and 
reminders in college find small or 

null effects; effects depend on 
context 

Castleman & Page (2015, 2016); 
Dobronyi et al. (2019); Oreopoulos 

& Petronijevic (2019); Bird et al. 
(2021); Kizilcec et al. (2020); 
Damgaard & Nielsen (2018) 

Why small effects are hard to 
measure in campus products 

and what design recovers 
them 

Engagement, habits 
and gamification 

Engagement is multidimensional 
and software measures a proxy; 
habits form over weeks; game 

elements can help or crowd out 
motivation 

Fredricks et al. (2004); Henrie et al. 
(2015); Lally et al. (2010); Deterding 

et al. (2011); Sailer & Homner 
(2020); Hanus & Fox (2015); Deci et 

al. (1999) 

Short-run and long-run effects 
separated; crowding-out and 

harm metrics measured 
alongside engagement 

Online controlled 
experiments 

Trustworthy experiments need 
pre-registration, guardrails, 

variance reduction, sequential 
methods and attention to novelty 

and metric pitfalls 

Kohavi et al. (2009, 2012, 2020); 
Deng et al. (2013); Hohnhold et al. 
(2015); Johari et al. (2017); Dmitriev 

et al. (2017); Gupta et al. (2019) 

The methods scored against 
known truth for the specific 

case of campus products 

Causal inference, 
interference and 
heterogeneity 

Randomisation by user is biased 
under interference; cluster designs 
reduce bias; heterogeneous effects 
and uplift targeting are estimable 

with machine learning 

Rubin (1974); Imbens & Rubin 
(2015); Hudgens & Halloran (2008); 
Eckles et al. (2017); Ugander et al. 

(2013); Wager & Athey (2018); 
Künzel et al. (2019); Athey et al. 

(2019) 

Interference through course 
sections quantified; a targeting 

policy evaluated against 
treating everyone 

Credibility of 
findings 

Multiple testing, peeking and low 
power produce false and inflated 

findings 

Benjamini & Hochberg (1995); 
Gelman & Carlin (2014); Simmons 
et al. (2011); Ioannidis (2005); Open 

Science Collaboration (2015) 

False-discovery and Type S/M 
errors shown for ten patterns 

and six metrics at campus 
sample sizes 

Ethics, dark 
patterns and 
regulation 

Nudges must preserve choice and 
transparency; dark patterns are 
enforceable; student data and 

experiments have their own rules 

Sunstein (2015); Gray et al. (2018); 
Mathur et al. (2019, 2021); Federal 
Trade Commission (2022); Kramer 

et al. (2014); Meyer et al. (2019); 
Slade & Prinsloo (2013) 

Harms as guardrail metrics; a 
workflow with ethics and 

student review; a governance 
roadmap 
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Evaluation framework 
Figure 1 shows the experimentation platform as six layers inside a campus product. The sources are 
the systems of record (student information system, learning management system), the student hub 
application itself and the identity and consent service that carries single sign-on, consent flags and 
FERPA directory status. The event pipeline collects and de-duplicates client and server events, 
pseudonymises them, enforces consent, and maintains the section and cohort graph that cluster 
randomisation and exposure analysis need (Asheke & Maksudul, 2022; Asheke & Badrul, 2022; Akter 
& Sumaiya, 2022). The experimentation service assigns units to arms (by user or by section cluster, in 
overlapping layers, with holdouts), keeps a registry of patterns with versions and evidence grades, logs 
exposures and controls ramps (Imran & Jannatul, 2022; Maksudul & Islam, 2022; Morshedul & Islam, 
2022). The metrics and analysis layer defines the metrics and guardrails, runs the estimators (difference 
in means, CUPED, cluster-robust standard errors), monitors sequentially with false-discovery control, 
and fits heterogeneity and uplift models (Stabak & Shahid, 2022; Feroz & Pervaz, 2022; Feroz & Shabbir, 
2022). The decision and governance layer holds pre-registration, the ethics and dark-pattern review 
with the student advisory board, and the ship, iterate or stop decision with a long-term holdout (Islam 
& Md, 2023; Asheke, 2023; Shahid, 2023). The product surfaces (onboarding checklist, deadline cards 
and reminders, social-proof and goal prompts, streaks and badges, and the settings that let a student 
turn notifications off) are where the patterns live (Adnan, 2024; Islam & Ahmed, 2023; Sadia & Mosheur, 
2023). Two trust boundaries and a safeguards panel make the ethics operational: pre-registered metrics 
and stopping rules, guardrail thresholds with automatic ramp-down, a dark-pattern screen using the 
FTC and DSA criteria, consent and opt-out honoured in assignment, and an audit log of exposures and 
decisions (Kohavi et al., 2020; Tang et al., 2010; Federal Trade Commission, 2022; European Parliament 
and Council, 2022; U.S. Department of Education, n.d.). 
 
Figure 1: Experimentation platform reference architecture for a campus software product: six layers 

with numbered interfaces, trust boundaries and safeguards 
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Behavioural state model and pattern touchpoints 
Figure 2 places the patterns on a state model of the student. A student who has not logged in moves to 
a first login under enrolment email or deadline pressure, then to an activating state in which the 
onboarding steps are completed (profile, calendar sync, notifications, first in-app submission, advising 
booking); completing the three key steps within 14 days is activation. From there the student is either 
in habitual use, in which the app is opened most days and habit strength grows, or dormant, opening 
only under deadline pressure while habit decays; a dormant student who does not open for three weeks 
has churned, and a churned student rarely returns. A side state, opted out of notifications, is entered 
when accumulated annoyance exceeds the student's tolerance, and it removes the reminder channel for 
the rest of the term. Each pattern acts on specific transitions: the checklist and friction reduction on first 
login to activating; defaults, timed reminders, loss framing and personalised timing on the reminder 
transitions and on annoyance; social proof and urgency on dormant to habitual; goals on activating to 
habitual; streaks on the daily self-loop of habitual use. Table 2 gives the catalogue with the mechanism, 
the behaviour change technique, the evidence and the testbed implementation of each pattern. 
 

Figure 2: Behavioural state model of a student user with the ten pattern touchpoints: UML-style 
state machine with guards, effects and the opted-out side state 
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Table 2: Pattern catalogue: mechanism, behaviour change technique, evidence from the literature 
and implementation in the testbed 

Pattern 
Mechanism and 

technique 
Evidence from the literature 

Implementation in the 
testbed 

P1 Onboarding 
checklist with 
progress bar 

Goal gradient; feedback 
on progress (BCT: self-

monitoring, goal setting) 

Goal-gradient effects in loyalty 
programmes (Kivetz et al., 2006); 

no large field trials in campus 
software 

Perceived friction of every 
step cut by 15%; completion 
probability rises by 4 points 

per step done 

P2 Default opt-in to 
deadline reminders 

Inertia and defaults 
(BCT: restructuring the 

environment) 

Defaults move organ donation 
and saving (Johnson & Goldstein, 

2003; Madrian & Shea, 2001) 

Reminder coverage 90% 
instead of 35%; opt-out 

hazard 1.3x for the unasked 

P3 Timed deadline 
reminders 

Attention and memory; 
salience at the right time 

(BCT: prompts and 
cues) 

Reminders raise saving and 
vaccination (Karlan et al., 2016; 

Milkman et al., 2011); receptivity 
depends on timing (Mehrotra et 

al., 2016) 

Reminder effect on opening 
1.5x; annoyance per 

reminder 0.9x 

P4 Social proof on 
the deadline card 

Descriptive norms (BCT: 
social comparison) 

Norms move reuse and energy 
use; boomerang below the norm 
(Goldstein et al., 2008; Schultz et 

al., 2007; Allcott, 2011) 

Peer-activity norm 
amplified 1.6x for those 

shown; shown only when at 
least 50% of the section is 

active; backfires below 35% 

P5 Goal setting and 
planning prompt 

Implementation 
intentions (BCT: action 

planning) 

Strong in some domains 
(Gollwitzer, 1999; Milkman et al., 

2011); small or null for college 
grades (Dobronyi et al., 2019; 

Clark et al., 2020) 

Intent-driven action boosted 
by 0.05 for three weeks 

P6 Streaks and 
badges 

Loss aversion over a 
streak; rewards (BCT: 

rewards, feedback) 

Mixed; decay and crowding-out 
of intrinsic motivation (Hamari et 
al., 2014; Sailer & Homner, 2020; 
Hanus & Fox, 2015; Deci et al., 

1999) 

Streak utility up to 0.6; 
novelty 1.5x; from week 6 
high-intent students lose 
10% of excess motivation 

P7 Loss-framed 
reminders 

Loss aversion (BCT: 
framing) 

Loss aversion is robust (Tversky 
& Kahneman, 1991); framing 
effects in megastudies small 

(Milkman et al., 2021a) 

Reminder effect 1.15x; 
annoyance 1.15x 

P8 Friction 
reduction (SSO, one-
tap sync) 

Removing sludge (BCT: 
restructuring the 

environment) 

Simplification outperforms 
framing (Bhargava & Manoli, 

2015; Sunstein, 2022) 

Friction of the first two steps 
cut by 60% 

P9 Personalised 
timing (uplift 
targeting) 

Targeting by predicted 
response; receptivity 

(BCT: tailoring) 

Uplift modelling and bandits 
(Gutierrez & Gérardy, 2017; Li et 
al., 2010); heterogeneity of nudge 

effects (Yeager et al., 2019) 

60% of weak-habit students 
receive reminders with 1.3x 
effect and 0.6x annoyance 

P10 Urgency 
countdown with 
manipulative 
framing 

Scarcity and pressure 
(dark-pattern adjacent) 

Urgency and pressure are dark 
patterns (Mathur et al., 2019, 2021; 
Federal Trade Commission, 2022) 

Opening bonus 0.6 near 
deadlines for four weeks, 
scaled by trust; trust falls 

0.03 per exposure; 
complaints when trust is 

low 

 
Experiment lifecycle 
Figure 3 shows the lifecycle as swimlanes. Product and design define the pattern, the state it targets 
and the surface, and pre-register the hypothesis, the primary metric, the guardrails, the minimum 
detectable effect, the duration and the randomisation unit. Behavioural science maps the mechanism to 
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techniques and states the expected effect and its decay. Data science does the power analysis, monitors 
guardrails during the ramp, analyses with the pre-registered estimators and corrections, and checks 
short-term against long-term effects. Ethics, privacy and IRB screen for dark patterns, consent and 
FERPA and approve with conditions; the student advisory board reviews wording, opt-out controls 
and burden. Engineering implements behind a feature flag, logs exposures, ramps from 1% to 10% to 
50% with automatic ramp-down on a guardrail breach, and keeps post-launch telemetry. The decision 
gate ships with a 5% long-term holdout, iterates or stops, and the pattern library records the evidence 
grade. The workflow is the operational form of the guidance on trustworthy experiments and on the 
ethics of nudging (Kohavi et al., 2020; Sunstein, 2015; Meyer et al., 2019). 
 

Figure 3: Experiment lifecycle workflow: BPMN-style swimlanes for product and design, 
behavioural science, data science, ethics and privacy, the student advisory board and engineering 

 
 
Methods 
Study design 
Figure 4 shows the study as a flowchart. An agent-based testbed generates the daily behaviour of 40,000 
students over a term. Ten patterns are implemented as interventions with stylised mechanisms. True 
effects are computed by treating everyone and no one with common random numbers, which no real 
experiment can do, and are decomposed by week, cohort, intent and campus. Experiments are then run 
on the same population in the ways a product team would run them (a megastudy, separate two-arm 
tests, user and section-cluster randomisation, uplift targeting, A/A tests with weekly peeking), and the 
estimates are scored against the truth. Harms are measured as metrics with the same status as 
engagement, combinations are tested for interaction, and a Monte Carlo analysis varies fourteen 
assumed parameters jointly. 



American Journal of Interdisciplinary Studies, June 2024, 01-40 
 

10 
 

 
Figure 4: Study design: testbed, patterns, true effects, experiments, verification, estimation, harms, 

Monte Carlo and outputs, drawn with standard flowchart symbols 

 
 
All data are synthetic. No student, campus or product data were used. The behavioural parameters are 
stylised values chosen so that the baseline behaves plausibly (activation, weekly active use and opt-out 
rates in ranges a campus product might see) and so that each pattern's mechanism and rough effect 
size follow the literature in Table 2; they are assumptions, and the Monte Carlo analysis varies them. 
Results describe the testbed. 
Testbed 
Table 3 gives the testbed. Students have a campus (five, with campus-level offsets), a cohort (first-year, 
continuing undergraduate, graduate) and latent traits: intent (motivation) on a logistic scale, an initial 
habit strength, a notification tolerance, a social sensitivity and a pre-period covariate (opening days per 
week in the prior term, drawn as a count from the student's prior-term opening probability). Each 
student belongs to four course sections of about thirty students in the same campus; sections post one 
assignment per week during the 16-week term, due on a section-specific weekday. Each day a student 
opens the app with a probability that is a logistic function of intent, habit, deadline proximity, 
reminders received, the activity of section peers (the interference channel), a novelty term that decays 
over the first weeks, streak and goal terms when the corresponding patterns are active, and 
accumulated annoyance. On opening, the student completes onboarding steps with probabilities that 
fall with each step's friction and rise with intent, submits pending assignments (with a higher 
probability near the deadline), or idles. A student who has completed the calendar sync sees deadlines 
more saliently (the deadline term is multiplied by 1.5), which is the only channel in the testbed through 
which activation changes later engagement; it is an assumption, and the Monte Carlo analysis varies it 
from no link to a doubling. Habit strength rises on days with an open and decays otherwise; a streak 



American Journal of Interdisciplinary Studies, June 2024, 01-40 
 

11 
 

counts consecutive opening days; a student who has not opened for 21 days is churned. Reminders are 
sent the day before a deadline to students who have opted in; each adds annoyance that decays over 
time, and a student whose annoyance exceeds tolerance opts out with a daily hazard, which removes 
reminders for the rest of the term; a student far above tolerance may complain. Trust falls under 
manipulative urgency cues and recovers slowly. 
 
Table 3: Testbed: population, traits, sections and calendar, daily behaviour, activation, reminders 

and annoyance, and the metrics recorded 

Element Setting in the testbed 

Population 
40,000 students in five campuses (campus offsets on intent, sd 0.3); cohorts 30% first-year, 

50% continuing undergraduate, 20% graduate 

Latent traits 

Intent (logistic of a normal with sd 1 plus cohort and campus offsets); initial habit 0.15 + 
0.25 x intent + noise; notification tolerance mean 1.0 (sd 0.4); social sensitivity mean 1.0 (sd 

0.4); pre-period covariate = opening days per week in a 16-week prior term, a Poisson 
count from the prior-term opening probability 

Sections and 
calendar 

Four sections of about 30 students per student within a campus (5,324 sections); 126 days: 
two weeks before term and a 16-week term; one assignment per section per week, due 

Tuesday to Sunday 

Daily opening 

Logistic in: intercept -4.2, 2.4 x intent, 2.2 x habit, 0.9 if a deadline is within two days (x 1.5 
once the calendar is synced, the only link from activation to later engagement), 1.0 per 
reminder, 0.5 x social sensitivity x (peer activity - 0.4), novelty 0.9 x exp(-day/7), streak 

and goal terms, -0.6 x annoyance, -1.0 if churned 

Onboarding steps 
Profile, calendar sync, notifications (requires opt-in), first in-app submission (requires a 
pending assignment), advising booking (from week 2); per-open completion probability 

(0.25 + 0.45 x intent) x (1 - friction), friction 0.35, 0.55, 0.45, 0.30, 0.65 

Submissions 
On opening, a pending assignment is submitted with probability 0.6 + 0.3 x intent when 
due within two days (earlier with probability 0.3 x intent); unsubmitted assignments are 

missed at the deadline 

Habit, streaks, 
churn 

Habit rises by 0.05 x (1 - habit) on opening days and decays 3% otherwise; streak counts 
consecutive opening days; no open for 21 days = churned 

Reminders and 
annoyance 

Reminder the day before a deadline to opted-in students (35% opt in when asked); 
annoyance +0.12 per reminder, decays 8% per day; opt-out hazard 0.5 per day while 

annoyance exceeds tolerance; complaint hazard 0.1 per day while annoyance exceeds 1.6 x 
tolerance 

Metrics recorded 
Activation within 14 days, weekly active use by week, opens per term, on-time in-app 

submissions, retention in the last two weeks, opt-outs, complaints, idle opens, trust, first-
login day 

Seeds and scale 
Five population seeds for the main comparison; common random numbers for true effects; 

10,000 students per Monte Carlo draw 

 
Patterns 
Table 2 lists the ten patterns and Table 4 their assumed parameters. P1, the onboarding checklist with 
a progress bar, lowers the perceived friction of every onboarding step by 15% and adds a goal-gradient 
term that raises completion probability with each step done. P2, default opt-in to deadline reminders, 
raises reminder coverage from 35% (the share who opt in when asked) to 90%, with a higher opt-out 
hazard because many more students receive reminders they did not ask for. P3, timed deadline 
reminders (the day before, in the evening), multiplies the effect of a reminder on opening by 1.5 with 
slightly lower annoyance per reminder. P4, social proof on the deadline card ("x% of your section 
checked their deadlines this week"), amplifies the peer-activity norm for students who see it, mostly 
moves students who have been inactive, is shown only when the norm is favourable (at least half of the 
section active that week), and backfires when it is shown against an unfavourable norm; a naive always-
on variant is tested as an ablation. P5, goal setting with a planning prompt in the first week, adds a 
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small boost to intent-driven action for three weeks. P6, streaks and badges, adds a utility for keeping a 
streak, multiplies the novelty term, and from week six crowds out part of the intrinsic motivation of 
high-intent students. P7, loss-framed reminders, raises the reminder effect and the annoyance per 
reminder by 15%. P8, friction reduction (single sign-on and one-tap calendar sync), cuts the friction of 
the first two onboarding steps by 60%. P9, personalised timing, applies to 60% of students with weak 
habits (the output of an uplift model, stylised) a 30% larger reminder effect with 40% less annoyance. 
P10, an urgency countdown with manipulative framing, adds a large opening bonus near deadlines for 
four weeks that is scaled by trust, erodes trust on every exposure, and raises complaints when trust is 
low. Every pattern's additive and multiplicative effects are scaled by a common factor in the Monte 
Carlo analysis. 
 
Table 4: Assumed effect parameters of the ten patterns in the testbed, their literature anchors and 

the Monte Carlo ranges 

Parameter Default 
Monte Carlo 

range 
Literature anchor (stylised) 

P1 friction multiplier; goal-gradient 
increment 

0.85; 0.04 0.6 to 1.0 Goal gradient (Kivetz et al., 2006) 

P2 reminder coverage; opt-out 
hazard multiplier 

0.90; 1.3 0.6 to 0.95 Defaults (Johnson & Goldstein, 2003) 

P3 reminder effect multiplier; 
annoyance multiplier 

1.5; 0.9 1.0 to 2.0 
Reminders and timing (Karlan et al., 

2016; Mehrotra et al., 2016) 

P4 norm amplification; backfire 
threshold; gating threshold 

1.6; 0.35; 0.50 1.0 to 2.5 
Norms and boomerang (Schultz et al., 

2007) 

P5 intent boost; weeks 0.05; 3 0 to 0.12 
Small, transient college effects 

(Dobronyi et al., 2019) 

P6 streak utility; novelty multiplier; 
crowding-out share 

0.6; 1.5; 0.10 0.2 to 1.0 
Gamification and crowding-out (Sailer 

& Homner, 2020; Deci et al., 1999) 

P7 reminder effect and annoyance 
multipliers 

1.15; 1.15 fixed 
Loss framing small in megastudies 

(Milkman et al., 2021a) 

P8 friction multiplier on steps 1 and 
2 

0.40 0.2 to 0.8 
Simplification (Bhargava & Manoli, 

2015) 

P9 effect and annoyance 
multipliers; targeted share 

1.3; 0.6; 0.6 1.0 to 1.6 
Tailoring and uplift (Gutierrez & 

Gérardy, 2017) 

P10 opening bonus; trust erosion; 
weeks 

0.6; 0.03; 4 0.2 to 1.0 Dark patterns (Mathur et al., 2019) 

Annoyance per reminder; tolerance 
mean 

0.12; 1.0 
0.06 to 0.2; 0.6 to 

1.4 
Notification overload (Pielot et al., 
2014; Sahami Shirazi et al., 2014) 

Interference strength; novelty 1.0; 0.9 0 to 2; 0.3 to 1.5 
Peer effects and novelty (Eckles et al., 

2017; Kohavi et al., 2012) 

Activation link (deadline salience 
after calendar sync) 

0.5 0 to 1.0 
Activation as a leading indicator (Fader 

& Hardie, 2005; Lemon & Verhoef, 
2016) 

 
Metrics 
Table 5 defines the metrics. Activation is the completion of the profile, calendar sync and first in-app 
submission within 14 days of first login (or of the start of term, for students who log in before it). Weekly 
active use is the share of students with at least one open in a given term week; no assignment is posted 
in the final week, so week-16 activity reflects habitual rather than deadline-driven use; opens per term 
is the count of opening days; on-time submission is the share of assignments submitted through the 
app before the deadline; retention is activity in the last two weeks of term. Harms are the opt-out rate, 
complaints per student, idle opens (opens with no deadline and no action), and end-of-term trust. 
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Effects are reported in percentage points for rates and in units for counts. The true effect of a pattern is 
the difference in population means between everyone treated and no one treated, simulated with 
common random numbers so that the only difference is the pattern. 
 

Table 5: Metrics: engagement, activation, academic proxy, retention and harm metrics, their 
definitions and their role as primary, secondary or guardrail 

Metric Definition Role 

Activation (14 days) 
Profile, calendar sync and first in-app submission 

completed within 14 days of first login (or of the start of 
term) 

Primary activation metric 

Weekly active use 
(WAU, week w) 

Share of students with at least one open in term week w; 
reported for weeks 2, 4, 8 and 16 

Primary engagement metric; 
its time path shows novelty 

and decay 

Opens per term Number of opening days during the term 
Secondary engagement 

metric 

On-time submission 
Share of assignments submitted through the app before 

the deadline 
Academic proxy 

Retention At least one open in the last two weeks of term Long-term engagement 

Opt-out rate 
Share of students who turned notifications off during 

the term 
Guardrail (harm) 

Complaints 
Complaints per 100 students (annoyance far above 

tolerance, or low trust under urgency cues) 
Guardrail (harm) 

Idle opens 
Opens with no deadline within two days and no action 

taken, per student 
Guardrail (unproductive 

engagement) 

Trust End-of-term trust index (1 = intact) Guardrail (harm) 

Crowding-out 
Change in weekly active use among the top intent 

quartile after week 6 
Guardrail (motivation) 

 
Experiments and estimators 
Table 6 lists the experiment designs and Table 7 the estimators and checks. The megastudy assigns each 
student to one of eleven arms (control and ten patterns, about 3,660 per arm) in the same term and 
compares each pattern with the shared control. Separate two-arm experiments assign half the 
population to each pattern in turn. For the two social patterns (P4 and P6), user-level randomisation is 
compared with randomisation by course section at three interference strengths, against the true effect, 
with cluster-robust standard errors for the cluster design. Uplift targeting trains a T-learner (two 
gradient-boosted regressors) on half of a two-arm experiment using noisy proxies of the latent traits, 
targets the half of the other half with the highest predicted uplift, and compares the realised effect of 
the policy with treating everyone and with treating a random half. A/A tests (no treatment) with 
weekly peeking measure the false-positive rate of naive repeated testing. Power, Type S and Type M 
errors are computed by the retrodesign method of Gelman and Carlin (2014) from the true effect of 
each pattern and the outcome standard deviation and pre-period correlation observed in the baseline 
term, at sample sizes from 250 to 16,000 per arm, with and without CUPED. Multiple testing is 
examined by drawing estimates around the true effects of the ten patterns on six metrics at 2,000 per 
arm (200 replications) and applying the Benjamini-Hochberg procedure Gelman and Carlin (2014). 
Combinations of patterns are simulated to measure interactions, and the true effects are decomposed 
by campus to compute a random-effects meta-analysis with the I-squared statistic. The Monte Carlo 
analysis draws 200 combinations of fourteen parameters (the pattern effect parameters, annoyance per 
reminder, tolerance, interference strength, novelty and the activation link) from uniform ranges, on 
populations of 10,000, and records the true effects of every pattern on seven metrics. 
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Table 6: Experiment designs: unit, arms, sample sizes, duration and what each design is used to 
show 

Design Unit and arms Sample Duration What it shows 

True effects 
Everyone treated vs no 
one, common random 

numbers 

40,000 x 5 
seeds 

Whole 
term 

The target of estimation; 
weekly paths; heterogeneity 
by cohort, intent and campus 

Megastudy 
User; 11 arms (control + 

P1-P10) 
About 3,660 

per arm 
Whole 
term 

Comparable estimates of all 
patterns in one term; 

precision at shared-control 
size 

Separate two-
arm tests 

User; 2 arms per pattern 20,000 per arm 
Whole 
term 

Precision at large scale; 
CUPED gains; source for 

subsampling 

Interference 
designs 

User vs section cluster; P4 
and P6; interference 0.5, 1, 

2 

20,000 per 
arm; about 

2,660 clusters 

Whole 
term 

Bias of user-level 
randomisation under 

spillovers; cost of cluster 
design in precision 

Uplift targeting 
User; T-learner trained on 
half; policy evaluated on 
the other half (P2, P3, P9) 

20,000 per 
arm; 3 seeds 

Whole 
term 

Value of targeting against 
treating everyone and a 

random half 

A/A tests with 
peeking 

User; no treatment; 40 
replications; weekly looks 

20,000 per arm 
14 weekly 

looks 
False-positive rate of naive 

repeated testing 

Retrodesign 

True effect, outcome 
standard deviation and 
pre-period correlation 
from the baseline term; 
250 to 16,000 per arm 

20,000 draws 
per case 

Whole 
term 

Power, Type S and Type M 
errors with and without 

CUPED 

Multiple testing 

10 patterns x 6 metrics at 
2,000 per arm; estimates 
drawn around the true 
effects; 200 replications 

Derived 
Whole 
term 

Raw vs Benjamini-Hochberg 
significance against known 

truth 

Combinations 
Everyone treated with two 

or three patterns 
40,000 x 5 

seeds 
Whole 
term 

Interactions (combined effect 
minus the sum of single 

effects) 

Multi-campus 
meta-analysis 

True effects by campus; 
random-effects pooling 

5 campuses x 
5 seeds 

Whole 
term 

Between-campus 
heterogeneity (I-squared) 

Monte Carlo 
True effects under 200 

draws of 14 parameters 
10,000 per 

draw 
Whole 
term 

Stability of the pattern 
ranking; harms under 

uncertainty 
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Table 7: Estimators and checks: difference in means, CUPED, cluster-robust standard errors, 
sequential monitoring, false-discovery control, Type S and M errors, surrogates, heterogeneity and 

uplift 

Estimator or check Definition Use 

Difference in means 
Treated mean minus control mean with a Welch 

standard error 
All user-level designs 

CUPED 
Outcome adjusted by its regression on the pre-period 

covariate (opens per week in the prior term) before the 
difference in means (Deng et al., 2013) 

Variance reduction; reported 
as the ratio of standard errors 

Cluster-robust 
standard error 

Between-cluster variance of cluster means, weighted by 
cluster size, with a G/(G - 1) correction 

Section-cluster 
randomisation 

Sequential monitoring 
Weekly looks at the running estimate; naive significance 

at any look versus a single pre-registered look 

A/A false-positive rate; 
motivates always-valid 

methods (Johari et al., 2017) 

Benjamini-Hochberg 
Step-up procedure at q = 0.05 over 60 p-values (10 

patterns x 6 metrics) 
False discovery control 

Type S and Type M 
errors 

Among significant estimates: share with the wrong sign; 
mean absolute estimate over the true absolute effect; 
computed by retrodesign from the true effect and the 
standard error at each sample size (Gelman & Carlin, 

2014) 

Small-sample credibility 

Surrogate check 
Correlation across patterns between the week-2 or 

week-4 effect and the week-16 effect 

Whether early metrics 
predict long-term effects 

(Athey et al., 2019) 

Heterogeneity 
True effects by cohort, intent quartile and campus; 
DerSimonian-Laird pooling with I-squared across 

campuses 
Generalisation and targeting 

Uplift (T-learner) 
Two gradient-boosted regressors (treated and control) 

on noisy trait proxies; predicted uplift = difference; 
policy treats the top half 

Personalisation value 
(Künzel et al., 2019) 

Interaction 
Combined-pattern effect minus the sum of the single-

pattern effects 
Whether patterns add, 

overlap or conflict 

 
Verification and reproducibility 
Three checks were applied before the experiments. In the baseline term, 38% of students activated 
within 14 days, weekly active use was 72% at mid-term and 45% in the final week (in which no 
assignment is due), 46% of assignments were submitted on time through the app, 7% of students opted 
out of notifications, 12% churned and 2% never logged in, which are within the ranges a campus 
product might report and were taken as plausible rather than calibrated to any source. A/A tests with 
a single look at the end of term produced significant results at or below the nominal rate (1 of 40). The 
megastudy estimates with about 3,660 students per arm bracketed the true activation effects of the 
checklist and of friction reduction within their 95% intervals in every seed, and the true effects of every 
pattern on the three primary metrics in at least four of five seeds. The simulation, the runner and the 
result files are in the supplementary archive; fixed seeds reproduce every number (Law, 2015; Sargent, 
2013). 
Results 
Testbed behaviour 
Figure 5 shows the baseline term for population seed 0 with no pattern active. Daily opening runs at 
about 10% of students in the two weeks before term and about 22% during the term, with peaks of up 
to 32% on days before deadlines and troughs of 11% between them; reminders reach up to a quarter of 
students on the day before a section's deadline. Weekly active use rises from 61% in the first term week 
to 77% in week 15 as habits form and the early non-users log in, and falls to 47% in week 16, the week 
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with no assignments due, which is why week 16 is used as the measure of habitual rather than deadline-
driven use. By the end of term 51% of students have completed four of the five onboarding steps and 
28% all five; 12% have completed two or fewer. A fifth of students log in on the first day the app is 
available, 59% by the start of term, 81% within two weeks of it and 98% by the end; 2% never log in. 
The baseline metrics in the first row of Table 8 (activation 38%, weekly active use 68% in week 4 and 
45% in week 16, 46% of assignments submitted on time through the app, 80% retained, 7% opted out, 
3.2 idle opens per student) are the levels against which the pattern effects are measured. 
 

Figure 5: Baseline behaviour of the testbed: daily opening and reminders, weekly active use, 
onboarding steps completed and first logins over the term (seed 0, no pattern active) 

 
 
True effects of the ten patterns 
Table 8 gives the true effect of each pattern on every metric, averaged over five population seeds, and 
Figure 6 shows the four primary metrics with the experimental estimates overlaid. Three groups 
emerge. The onboarding patterns move activation and little else: friction reduction (P8) raises activation 
by 11.9 percentage points and the checklist (P1) by 11.2 points, both with standard deviations across 
seeds of 0.2 points or less, while their effects on later engagement run through the assumed salience 
link only, at 0.5 to 2.1 points on weekly active use, 0.9 to 1.5 points on on-time submission and 1.1 to 
1.6 points on retention. The deadline and habit patterns move engagement and academic behaviour: 
gated social proof (P4) has the largest effects on on-time submission (6.1 points), retention (4.7 points) 
and week-16 active use (2.1 points) despite a negligible effect on activation (1.0 point); timed reminders 
(P3) add 3.8 points to on-time submission, 3.0 to retention and 1.8 to week-16 use; personalised timing 
(P9) adds 2.2, 2.0 and 1.4 points; default opt-in (P2) adds 5.1 points to on-time submission and 3.1 to 
retention but lowers week-16 use by 0.9 points, because the students it annoys into opting out lose the 
reminder channel and some of their habit. The novelty patterns move early engagement: the urgency 
countdown (P10) raises week-2 active use by 13.1 points and activation by 8.6 points, goals (P5) and 
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streaks (P6) raise week-2 use by 4.7 and 3.5 points and activation by 3.3 and 3.1 points, but their week-
16 effects are 1.3, 0.5 and 0.2 points. Loss framing (P7) does almost nothing on any engagement metric 
(0.4 points on activation, 0.5 on week-4 use) while raising opt-outs by 2.4 points. Opens per term rise 
by 3.1 under urgency, 2.0 to 2.1 under the two reminder patterns and 1.7 under social proof, and the 
patterns that raise opens also raise idle opens (0.2 to 0.4 per student), most under streaks, which reward 
opening regardless of purpose. The ranking of patterns differs by metric: on activation it is P8, P1, P10, 
P2; on week-16 use it is P4, P3, P9, P10; on on-time submission it is P4, P10, P2, P3; and the rank 
correlation between the activation ranking and the week-16 ranking across the ten patterns is slightly 
negative. 
 
Figure 6: True effects of the ten patterns on activation, week-16 active use, on-time submission and 

retention, with the megastudy and separate two-arm estimates 
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Table 8: True effects of the ten patterns on engagement, activation, academic proxy, retention and 
harm metrics (mean of five seeds, everyone treated against no one treated) 

Pattern 
Activation 

(pp) 

WAU 
week 4 

(pp) 

WAU 
week 16 

(pp) 

Opens 
per 

term 

On-
time 
(pp) 

Retained 
(pp) 

Opt-
out 
(pp) 

Complaints 
per 100 

Idle 
opens 

Baseline (no pattern), 
level 

37.6 67.8 45.3 23.3 45.6 80.1 7.2 0.0 3.18 

P1 Onboarding 
checklist 

+11.2 +0.9 +0.5 +0.50 +0.9 +1.1 0.0 +0.0 +0.04 

P2 Default opt-in 
reminders 

+3.9 +5.3 -0.9 +2.03 +5.1 +3.1 +11.3 -0.0 -0.00 

P3 Timed deadline 
reminders 

+2.2 +3.7 +1.8 +2.12 +3.8 +3.0 -2.0 -0.0 +0.20 

P4 Social proof (gated) +1.0 +3.2 +2.1 +1.70 +6.1 +4.7 -0.4 -0.0 +0.31 

P5 Goal setting and 
planning 

+3.3 +2.5 +0.5 +1.10 +1.7 +0.5 -0.1 -0.0 +0.27 

P6 Streaks and badges +3.1 +2.2 +0.2 +1.03 +1.4 +0.5 -0.1 -0.0 +0.42 

P7 Loss framing +0.4 +0.5 0.0 +0.15 +0.4 +0.2 +2.4 +0.0 +0.00 

P8 Friction reduction +11.9 +1.8 +0.7 +0.83 +1.5 +1.6 -0.1 +0.0 +0.07 

P9 Personalised timing +1.1 +2.1 +1.4 +1.30 +2.2 +2.0 -2.9 -0.0 +0.15 

P10 Urgency 
countdown 

+8.6 +11.4 +1.3 +3.13 +5.5 +1.6 -0.2 +11.1 +0.33 

 
Recovery of the true effects by experiments 
Table 9 compares the megastudy and the separate two-arm experiments with the truth. The megastudy, 
with about 3,660 students per arm, estimates every activation effect within 1 point of the truth on 
average and has standard errors of 1.1 to 1.2 points on activation and week-16 use and 0.7 points on 
on-time submission; its 95% intervals cover the true effect in at least four of five seeds for every pattern 
and metric, and in 141 of the 150 pattern-metric-seed cases. It declares the activation effects of P1, P8, 
P10, P2 and P6 significant in every seed, P5 in three, and finds the week-16 effects of P3, P4 and P9 (1.4 
to 2.1 points) significant in at most two seeds of five. The separate experiments, with 20,000 students 
per arm, halve the standard errors (0.5 points on activation and week-16 use, 0.3 on on-time 
submission), and CUPED with the prior-term covariate reduces them further to 0.4 and 0.2 points. Their 
precision exposes a bias that the megastudy's noise hides: the estimates of on-time submission effects 
are 0.7 to 0.9 points below the truth for P2, P4 and P10 (4.4 against 5.1, 5.2 against 6.1 and 4.6 against 
5.5), and the 95% intervals for these three cover the truth in at most one seed. The bias is interference: 
a treated student who opens the app more raises the recent-activity norm of the section, which raises 
the opening probability of control students in the same section, so the control arm is partly treated and 
the contrast understates the effect of treating everyone. The same mechanism lowers the separate-
experiment estimates of week-16 use for P3 and P4 by 0.7 to 0.8 points. The bias is relative to the total 
effect, the quantity a product team wants when it decides whether to ship to everyone. 
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Table 9: Megastudy and separate two-arm estimates against the true effects: estimates, standard 
errors, coverage of the 95% interval and significance across five seeds 

Pattern 
True 

activation 
(pp) 

Mega-
study (SE) 

Separate 
(SE) 

True 
WAU16 

(pp) 

Mega-
study (SE) 

Separate 
(SE) 

CI covers 
truth, of 
15 (mega 

/ sep.) 

WAU16 
signif., of 
5 (mega / 

sep.) 

P1 Onboarding 
checklist 

+11.2 +11.3 (1.2) +11.0 (0.5) +0.5 +0.6 (1.2) +0.7 (0.5) 15 / 15 0 / 2 

P2 Default opt-in 
reminders 

+3.9 +3.8 (1.1) +3.4 (0.5) -0.9 -1.4 (1.2) -1.4 (0.5) 14 / 10 1 / 4 

P3 Timed 
deadline 
reminders 

+2.2 +1.4 (1.1) +1.8 (0.5) +1.8 +1.3 (1.2) +1.1 (0.5) 12 / 11 2 / 2 

P4 Social proof 
(gated) 

+1.0 +1.1 (1.1) +0.7 (0.5) +2.1 +1.5 (1.2) +1.3 (0.5) 14 / 8 0 / 4 

P5 Goal setting 
and planning 

+3.3 +2.4 (1.1) +2.8 (0.5) +0.5 +0.3 (1.2) +0.1 (0.5) 14 / 13 0 / 0 

P6 Streaks and 
badges 

+3.1 +3.1 (1.1) +2.5 (0.5) +0.2 +0.6 (1.2) -0.3 (0.5) 15 / 14 0 / 1 

P7 Loss framing +0.4 +0.4 (1.1) +0.5 (0.5) 0.0 0.0 (1.2) 0.0 (0.5) 15 / 15 0 / 0 

P8 Friction 
reduction 

+11.9 +11.2 (1.2) +11.9 (0.5) +0.7 +0.1 (1.2) +0.9 (0.5) 14 / 15 0 / 3 

P9 Personalised 
timing 

+1.1 +1.0 (1.1) +1.1 (0.5) +1.4 +1.0 (1.2) +1.0 (0.5) 15 / 12 1 / 3 

P10 Urgency 
countdown 

+8.6 +7.7 (1.2) +7.7 (0.5) +1.3 +1.0 (1.2) +1.0 (0.5) 13 / 6 1 / 3 

 
Time paths, novelty and surrogates 
Figure 7 and Table 10 give the effect of each pattern on weekly active use by term week. The reminder 
and social patterns build: timed reminders rise from 2.8 points in week 1 to 3.7 by week 4 and hold at 
3.5 to 3.8 through week 15; social proof rises from 0.4 points in week 1 to 5.7 in week 15 as the favourable 
norm it displays becomes more common and more students have a deadline card to see it on; 
personalised timing rises from 1.1 to 2.3 points; the onboarding patterns rise from near zero to 1.3 (P1) 
and 2.1 (P8) points as the students they activated sync their calendars. The novelty patterns decay: the 
urgency countdown peaks at 13.1 points in week 2, falls to 6.0 in week 5 when the four-week 
countdown ends and to 1.3 by week 16; goals hold at 4.5 to 4.8 points for the three weeks of the planning 
prompt and then decay to 0.5; streaks fall from 5.0 points in week 1 to 0.2 in week 16 as the novelty 
multiplier fades and crowding-out sets in for high-intent students. Default opt-in starts at 6.4 points, 
declines to 4.1 as opt-outs accumulate, and turns negative (0.9 points below control) in the no-deadline 
week 16. Across the ten patterns, the rank correlation between the week-2 effect and the week-16 effect 
is close to zero (Spearman rank correlation of about 0.1 below zero) and between the week-4 and week-
16 effects about 0.24; the week-2 ranking puts urgency, default opt-in, goals and streaks first, the week-
16 ranking puts social proof, timed reminders and personalised timing first. The persistence ratio 
(week-16 effect over week-4 effect) is 0.11 for urgency, 0.09 for streaks and 0.18 for goals against 0.48 
for timed reminders, 0.65 for social proof and 0.70 for personalised timing. On-time submission, which 
is observed every week, ranks the patterns more like week-16 use (rank correlation 0.54) than week-2 
use does, and is the better early surrogate in this testbed. 
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Figure 7: Weekly time paths of the effects on weekly active use, the week-4 effect as a surrogate for 
the week-16 effect, and the persistence ratio by pattern 

 
 
 
Table 10: Effects on weekly active use by term week, peak week, persistence ratio and the shape of 

the time path for each pattern 

Pattern 
Week 

1 
Week 

2 
Week 

4 
Week 

8 
Week 

12 
Week 

16 
Peak 
week 

Week 16 / 
week 4 

Time path 

P1 Onboarding 
checklist 

+0.3 +0.5 +0.9 +1.3 +1.3 +0.5 11 0.51 Partly persistent 

P2 Default opt-in 
reminders 

+6.4 +6.3 +5.3 +4.5 +4.1 -0.9 1 -0.18 
Reverses by week 

16 

P3 Timed deadline 
reminders 

+2.8 +3.4 +3.7 +3.8 +3.7 +1.8 5 0.48 Partly persistent 

P4 Social proof (gated) +0.4 +1.8 +3.2 +4.7 +5.3 +2.1 15 0.65 Partly persistent 

P5 Goal setting and 
planning 

+4.5 +4.7 +2.5 +1.3 +0.8 +0.5 3 0.18 Decays 

P6 Streaks and badges +5.0 +3.5 +2.2 +1.2 +0.8 +0.2 1 0.09 Decays 

P7 Loss framing +0.7 +0.6 +0.5 +0.3 +0.2 0.0 1 0.01 Decays 

P8 Friction reduction +0.8 +1.4 +1.8 +2.1 +1.9 +0.7 8 0.38 Partly persistent 

P9 Personalised 
timing 

+1.1 +1.6 +2.1 +2.3 +2.4 +1.4 10 0.70 Partly persistent 

P10 Urgency 
countdown 

+11.8 +13.1 +11.4 +3.9 +2.5 +1.3 2 0.11 Decays 

 



American Journal of Interdisciplinary Studies, June 2024, 01-40 
 

21 
 

Heterogeneity and targeting 
Table 11 and Figure 8 decompose the true effects by cohort, intent quartile and campus, and report the 
uplift targeting experiment. Cohort differences are small (within 1 point for every pattern and metric), 
because cohorts differ in the testbed only through an offset to intent. Intent quartiles matter more. The 
onboarding patterns help the middle quartiles most: the checklist raises activation by 5.9 points in the 
lowest intent quartile, 11.8 and 15.0 in the middle two and 12.1 in the highest, because the lowest 
quartile rarely opens the app often enough to complete the steps and the highest completes them 
without help; friction reduction follows the same shape (6.6, 13.5, 16.3 and 11.2 points). Default opt-in's 
harm concentrates where its benefit is smallest: opt-outs rise by 14.0 points in the lowest intent quartile 
against 7.9 in the highest, and the week-16 effect is 0.2 points below control in the lowest quartile but 
1.7 points below in the highest, whose students were already active and are mainly annoyed. Social 
proof's week-16 effect is 2.0, 3.1, 2.4 and 0.9 points across the quartiles, personalised timing's 1.3, 1.8, 
1.7 and 1.1, and streaks' week-16 effect is positive in the three lower quartiles and 0.7 points negative 
in the highest, where crowding-out of intrinsic motivation outweighs the streak utility. Campus ranges 
of the true effects are within 2 points for every pattern and metric except social proof on on-time 
submission (3.7 to 7.9 points across campuses), because the campus intent offset changes how often the 
favourable norm is displayed. 
The uplift experiment (Figure 8c and 8d) trains a T-learner on half of a two-arm experiment and targets 
the half of the held-out students with the highest predicted uplift. The predicted uplift on week-16 use 
spans about 10 points below zero to 13 above across quintiles for the default gradient-boosting learner 
(standard deviation 8 points across students) and 3 below to 6 above for a strongly regularised learner 
(standard deviation 3 points), while the true effect by predicted-uplift quintile is flat: 1.7 to 2.0 points 
for timed reminders and 1.3 to 1.6 for personalised timing. The targeting policy therefore does no better 
than treating a random half: for timed reminders, treating everyone raises week-16 use by 1.9 points on 
the held-out half, the targeted half by 0.9 (0.9 with the regularised learner) and a random half by 1.0; 
for personalised timing 1.5, 0.7 (0.7) and 0.8; for default opt-in, where the goal would be to avoid the 
students it harms, the targeted half shows 0.4 points below control against 0.5 for a random half, and 
opt-outs of 5.8 against 5.7 points. The true heterogeneity in Table 11 (about 1 point between intent 
quartiles) is small relative to the noise of a binary outcome in 10,000 training students per arm, so the 
learners fit noise, and a product team that trusted the predicted uplift would believe in a 20-point 
spread of effects that does not exist. Two ablations complete the picture. Applying personalised timing 
to every student rather than to the 60% with weak habits raises its week-16 effect from 1.4 to 2.4 points, 
its on-time effect from 2.2 to 3.7 and its opt-out reduction from 2.9 to 4.9 points, because in the testbed 
the mechanism does not depend on habit, so targeting forgoes benefit without saving harm. Showing 
social proof always rather than only when the section norm is favourable lowers its activation effect 
from 1.0 to 0.5 points and its on-time effect from 6.1 to 5.6, a modest cost because unfavourable norms 
are rare in a testbed where most sections are more than half active. 
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Figure 8: Heterogeneity of the true effects by intent quartile and the uplift targeting experiment: 
predicted and true uplift by quintile and the realised effect of the targeting policy against treating 

everyone 
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Table 11: Heterogeneity of the true effects by cohort, intent quartile and campus for activation, 
week-16 active use and opt-out 

Pattern 
Activation by cohort: 
first-year / continuing 

/ graduate (pp) 

Activation, 
intent Q1 / 

Q4 (pp) 

WAU week 16 by 
cohort (pp) 

WAU 
week 16, 

intent Q1 / 
Q4 (pp) 

Opt-out, 
intent Q1 
/ Q4 (pp) 

Campus 
range: 

activation 
/ WAU16 

(pp) 

P1 Onboarding 
checklist 

+10.8 / +11.3 / +11.7 
+5.9 / 
+12.1 

+0.5 / +0.5 / +0.4 +0.5 / +0.2 0.0 / 0.0 1.8 / 0.1 

P2 Default opt-in 
reminders 

+3.8 / +3.8 / +4.0 +1.9 / +4.0 -0.8 / -1.0 / -1.1 -0.2 / -1.7 
+14.0 / 

+7.9 
0.5 / 0.3 

P3 Timed deadline 
reminders 

+2.2 / +2.2 / +2.2 +1.6 / +1.6 +1.8 / +1.8 / +1.8 +1.7 / +1.2 -2.3 / -1.5 0.3 / 0.1 

P4 Social proof 
(gated) 

+1.1 / +1.0 / +1.0 +0.7 / +0.7 +2.2 / +2.1 / +1.9 +2.0 / +0.9 -0.2 / -0.5 0.8 / 1.1 

P5 Goal setting 
and planning 

+3.1 / +3.4 / +3.5 +1.3 / +4.1 +0.5 / +0.5 / +0.4 +0.3 / +0.4 0.0 / -0.1 0.7 / 0.1 

P6 Streaks and 
badges 

+2.9 / +3.2 / +3.3 +0.9 / +4.5 +0.3 / +0.2 / +0.1 +0.2 / -0.7 0.0 / -0.1 1.0 / 0.1 

P7 Loss framing +0.4 / +0.4 / +0.4 +0.3 / +0.3 0.0 / 0.0 / 0.0 +0.1 / -0.1 
+3.0 / 
+1.7 

0.1 / 0.1 

P8 Friction 
reduction 

+11.6 / +12.0 / +12.1 
+6.6 / 
+11.2 

+0.7 / +0.7 / +0.6 +0.8 / +0.3 0.0 / 0.0 1.5 / 0.1 

P9 Personalised 
timing 

+1.1 / +1.1 / +1.1 +0.8 / +0.8 +1.4 / +1.4 / +1.5 +1.3 / +1.1 -3.7 / -1.8 0.2 / 0.1 

P10 Urgency 
countdown 

+8.4 / +8.5 / +8.8 +4.5 / +8.1 +1.3 / +1.3 / +1.3 +0.9 / +0.9 -0.1 / -0.3 1.2 / 0.2 

 
Interference and the randomisation unit 
Table 12 and Figure 9 show what the randomisation unit does under interference for the two patterns 
with social mechanisms. For social proof at the default interference strength, the true effect on week-16 
use is 2.1 points; user-level randomisation estimates 1.4 (standard error 0.5), a downward bias of a third, 
and randomisation by course section estimates 1.7 (standard error 0.7). At double the interference 
strength the true effect rises to 2.9 points while the user-level estimate falls to 1.1, a bias of 1.8 points or 
62%, and the section estimate is 1.8. At half strength the biases are 0.5 and 0.2 points. On on-time 
submission the user-level estimates are 0.9 to 1.7 points below the truth (5.9 to 6.6 points) and the section 
estimates 0.4 to 0.8 below. The section design removes between a third and two-thirds of the bias rather 
than all of it, because each student belongs to four sections and randomisation by one of them leaves 
three-quarters of the peer exposure uncontrolled, and it costs precision: cluster-robust standard errors 
are 0.6 to 0.8 points against 0.5 for the user design. For streaks, whose only social channel is the general 
peer-activity norm, the week-16 effect is near zero under every design; the week-4 effect of 1.9 to 2.7 
points is underestimated by 0.5 to 1.1 points under user randomisation. The multi-campus 
decomposition (Figure 9d) finds no between-campus heterogeneity beyond sampling error for 29 of the 
30 pattern-metric pairs (I-squared 0%) and I-squared of 57% for social proof on on-time submission, 
with a between-campus standard deviation of 1.3 points; with hypothetical 4,000-student samples per 
campus the pooled random-effects estimates have standard errors of 0.5 to 0.8 points, close to the user-
level separate experiment on 20,000 per arm. 
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Figure 9: Interference and the randomisation unit for social proof and streaks at three interference 
strengths, and the multi-campus decomposition with random-effects pooling 

 
 
 

Table 12: User-level and section-cluster estimates against the true effects of social proof and 
streaks at three interference strengths 

Pattern 
Interference 

strength 

True 
WAU16 

(pp) 

User-
randomised 

(SE) 
Bias 

Section-
randomised 

(SE) 
Bias 

True on-
time 
(pp) 

User 
bias 

Section 
bias 

P4 Social proof 0.5 +1.8 +1.3 (0.5) -0.5 +1.6 (0.6) -0.1 +5.9 -0.8 -0.4 

P4 Social proof 1.0 +2.1 +1.4 (0.5) -0.7 +1.7 (0.7) -0.4 +6.1 -1.0 -0.7 

P4 Social proof 2.0 +2.9 +1.1 (0.5) -1.8 +1.8 (0.8) -1.1 +6.6 -1.8 -0.8 

P6 Streaks 0.5 +0.1 +0.1 (0.5) 0.0 +0.1 (0.6) -0.1 +1.2 -0.2 -0.4 

P6 Streaks 1.0 +0.2 +0.1 (0.5) -0.1 +0.5 (0.7) +0.3 +1.4 -0.6 0.0 

P6 Streaks 2.0 +0.6 +0.5 (0.5) -0.1 -0.1 (0.8) -0.7 +1.9 -0.8 -1.1 

 
Method properties: peeking, power, errors and corrections 
Table 13 and Figure 10 report the method checks. A/A tests with a single pre-registered look at the end 
of term declared 1 of 40 replications significant (2.5%); the same tests examined every week and stopped 
at the first significant week declared 11 of 40 significant (27.5%), five times the nominal rate, which is 
the peeking inflation that always-valid sequential methods are designed to remove. CUPED with the 
prior-term opening covariate reduces standard errors by 12% for activation, 8 to 10% for weekly active 
use and retention and 37 to 38% for on-time submission and opens per term, in proportion to the 
correlation of each outcome with the covariate (0.45 to 0.48 for the binary engagement metrics, 0.79 for 
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on-time submission). Power for the small persistent effects is low at the sample sizes a single campus 
has: for timed reminders on week-16 use (1.8 points), a two-arm test with 2,000 students per arm has 
21% power (25% with CUPED), 4,000 per arm 36% (45%), 8,000 per arm 64% (73%) and 16,000 per arm 
90% (95%); for personalised timing (1.4 points) 16,000 per arm gives 73% (83%); for social proof on 
activation (1.0 point) 16,000 per arm gives 47%. The large activation effects need little: the checklist's 
11.2 points has 72% power at 250 per arm and full power at 1,000. On-time submission, with its lower 
variance and higher covariate correlation, is the most detectable metric: a 5.1-point effect has 90% 
power at 250 per arm with CUPED. When a small effect is tested with few students and found 
significant, the estimate exaggerates it: the exaggeration ratio for timed reminders on week-16 use is 
5.8 at 250 per arm, 3.0 at 1,000, 2.2 at 2,000 and 1.6 at 4,000, and at 250 per arm 14% of significant 
estimates have the wrong sign. The multiple-testing exercise over 60 pattern-metric tests at 2,000 per 
arm finds that 24.5 tests are significant uncorrected on average, of which 0.8 have true effects below 0.5 
points, and 20.1 after Benjamini-Hochberg correction, of which 0.3; of the 40 true effects of at least 1 
point, 23.1 are detected uncorrected and 19.5 after correction. False discoveries are rare in both cases 
because most of the 60 true effects are not null; the cost of testing at this sample size is the missed small 
effects, not the false ones. 
 

Figure 10: Method properties: power by sample size with and without CUPED, Type M 
exaggeration, CUPED variance reduction, and peeking and multiple testing 
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Table 13: Properties of the evaluation methods in the testbed: A/A tests with peeking, CUPED, 
power, Type S and Type M errors, multiple testing, multi-campus heterogeneity and Monte Carlo 

rank stability 

Check Result in the testbed 

A/A tests, single look at end of 
term 

2.5% of 40 replications significant at alpha = 0.05 (nominal 5%) 

A/A tests, weekly peeking (16 
looks) 

27.5% of 40 replications significant at some look 

CUPED standard error relative to 
difference in means 

Activation 0.88; WAU week 4 0.90; WAU week 16 0.90; on-time 0.63; 
retention 0.92 

Power (%), P3 timed reminders, 
WAU week 16 (true +1.8 pp), n per 
arm 250 / 1,000 / 2,000 / 4,000 / 
8,000 / 16,000 

7 / 13 / 21 / 36 / 64 / 90; with CUPED at 2,000: 25 

Power (%), P9 personalised timing, 
WAU week 16 (true +1.4 pp), n per 
arm 250 / 1,000 / 2,000 / 4,000 / 
8,000 / 16,000 

6 / 10 / 15 / 25 / 45 / 73; with CUPED at 2,000: 18 

Power (%), P2 default opt-in, on-
time (true +5.1 pp), n per arm 250 / 
1,000 / 2,000 / 4,000 / 8,000 / 
16,000 

52 / 98 / 100 / 100 / 100 / 100; with CUPED at 2,000: 100 

Power (%), P5 goal setting, 
activation (true +3.3 pp), n per arm 
250 / 1,000 / 2,000 / 4,000 / 8,000 / 
16,000 

12 / 34 / 57 / 86 / 99 / 100; with CUPED at 2,000: 69 

Power (%), P1 checklist, activation 
(true +11.2 pp), n per arm 250 / 
1,000 / 2,000 / 4,000 / 8,000 / 
16,000 

72 / 100 / 100 / 100 / 100 / 100; with CUPED at 2,000: 100 

Type M (exaggeration ratio) and 
Type S (wrong sign, %), P3, WAU 
week 16, n per arm 250 / 1,000 / 
4,000 

5.84 / 3.01 / 1.63; Type S 14 / 2 / 0 

Type M (exaggeration ratio) and 
Type S (wrong sign, %), P9, WAU 
week 16, n per arm 250 / 1,000 / 
4,000 

7.29 / 3.75 / 1.98; Type S 17 / 4 / 0 

Type M (exaggeration ratio) and 
Type S (wrong sign, %), P5, 
activation, n per arm 250 / 1,000 / 
4,000 

3.19 / 1.72 / 1.09; Type S 3 / 0 / 0 

Multiple testing, 60 pattern-metric 
tests at 2,000 per arm (200 
replications) 

40 tests have a true effect of at least 1 pp and 14 below 0.5 pp; per 
replication 24.5 tests are significant uncorrected (0.80 with a true effect 

below 0.5 pp) and 20.1 after Benjamini-Hochberg (0.32 below 0.5 pp); of 
the effects of at least 1 pp, 23.1 are detected uncorrected and 19.5 after 

correction 

Multi-campus meta-analysis (30 
pattern-metric pairs, five campuses) 

I-squared 0% to 57%; between-campus standard deviation of the true 
effect 0.00 to 1.27 pp; campus range of true effects up to 4.1 pp 

Monte Carlo ranking stability (200 
draws) 

P1 or P8 ranks first on activation in 82% of draws (both in the top two in 
56%); P4 ranks first on WAU week 16 in 54% of draws; P2 lowers WAU 

week 16 in 70% of draws; P6 lowers it in 28%; P10 raises complaints above 
5 per 100 in 100% 
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Harms, combinations and robustness 
Figure 11 and Table 14 complete the picture. The harm metrics separate the patterns as sharply as the 
engagement metrics: default opt-in raises opt-outs by 11.3 points, loss framing by 2.4 points, and the 
urgency countdown produces 11.1 complaints per 100 students and reduces end-of-term trust from 1.0 
to 0.03, while timed reminders, personalised timing and social proof lower opt-outs (by 2.0, 2.9 and 0.4 
points) because they make the reminders students receive more useful or fewer. Combinations are not 
additive. The two onboarding patterns together raise activation by 19.9 points against a sum of 23.1 for 
the singles, a sub-additive interaction of 3.2 points because both act on the same friction; adding timed 
reminders (P1 + P3 + P8) gives 22.6 points. Default opt-in with timed reminders is super-additive: 14.5 
points on week-4 use against a sum of 9.0, 3.8 on week-16 use against 0.9, 14.9 on on-time submission 
against 9.0, with opt-outs 3.2 points lower than the sum, because the timed, less annoying reminder 
reaches the 90% of students the default enrols; default opt-in with personalised timing behaves the 
same way (week-16 use 2.8 against 0.5, opt-outs 4.7 points below the sum). Timed reminders with social 
proof and streaks with urgency are additive. All seven benign patterns together raise activation by 40.6 
points, week-4 use by 25.4, week-16 use by 9.3 and on-time submission by 32.2, with no net change in 
opt-outs, and the interactions are positive on every engagement metric (6.0 points on activation, 10.7 
on on-time submission). 
The Monte Carlo analysis (Figure 11c and 11d, Table 13) draws 200 combinations of the fourteen 
parameters in Table 4 on 10,000-student populations. The ranking on activation is stable: friction 
reduction or the checklist ranks first in 82% of draws (the urgency countdown in the rest), with medians 
of 10.4 and 12.4 points and 10th to 90th percentile ranges of 5.5 to 13.8 and 7.9 to 16.5 points. The ranking 
on week-16 use is stable at the top and ambiguous below: social proof ranks first in 54% of draws and 
in the top three in 96%, timed reminders rank first in 30% and in the top three in 69%, personalised 
timing is in the top three in 59% and the urgency countdown in 53%; their medians are 2.0, 1.5, 1.3 and 
1.1 points. Default opt-in lowers week-16 use in 70% of draws (median 0.6 points below control, range 
3.4 below to 3.3 above) and its opt-out effect ranges from 0.6 to 45.7 points (median 10.5), driven by 
annoyance per reminder and tolerance (rank correlations of 0.65 and 0.66 in absolute value); streaks 
lower week-16 use in 28% of draws. The urgency countdown produces 9 to 12 complaints per 100 
students in every draw. The parameters that matter are the expected ones: the reminder multiplier for 
timed reminders (rank correlation 0.83 with its week-16 effect), the norm amplification and the 
interference strength for social proof (0.74 and 0.59), and the activation link for the engagement effects 
of the onboarding patterns (0.86 for the checklist). The qualitative conclusions (onboarding patterns for 
activation, deadline and habit patterns for sustained engagement, novelty patterns for neither, default 
opt-in and urgency as the patterns with harms) hold across the ranges; the sizes do not. 
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Figure 11: Harm metrics by pattern, interactions between combined patterns, and the Monte Carlo 
distributions of the week-16 and activation effects under joint parameter uncertainty 

 
 
 
Table 14: Combinations of patterns: joint effect and interaction (joint effect minus the sum of the 

single effects) for activation, week-16 active use, on-time submission and opt-out 

Combination 
Activa-

tion: 
joint (pp) 

Inter-
action 

WAU 
week 16: 
joint (pp) 

Inter-
action 

On-time: 
joint (pp) 

Inter-
action 

Opt-out: 
joint (pp) 

Inter-
action 

P1 + P8 (checklist and 
friction reduction) 

+19.9 -3.2 +0.9 -0.3 +1.8 -0.6 -0.1 0.0 

P2 + P3 (default opt-in and 
timed reminders) 

+9.5 +3.4 +3.8 +2.9 +14.9 +5.9 +6.1 -3.2 

P2 + P9 (default opt-in and 
personalised timing) 

+6.6 +1.7 +2.8 +2.3 +10.8 +3.5 +3.8 -4.7 

P3 + P4 (timed reminders 
and social proof) 

+3.3 +0.1 +4.0 +0.1 +10.7 +0.7 -2.4 0.0 

P6 + P10 (streaks and 
urgency) 

+11.7 0.0 +1.5 0.0 +6.8 -0.1 -0.3 0.0 

P1 + P3 + P8 +22.6 -2.7 +2.6 -0.4 +5.6 -0.7 -2.1 0.0 

All seven benign patterns (P1 
to P5, P8, P9) 

+40.6 +6.0 +9.3 +3.3 +32.2 +10.7 -0.3 -6.1 
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Discussion 
Answers to the research questions 
RQ1 asked how large the effects are, how they evolve and how they differ across students. In the testbed 
the answer depends on which metric is asked. Activation is moved by removing friction and by guiding 
the steps (about 12 and 11 percentage points, a third of the baseline rate), by the urgency countdown (9 
points) and modestly by defaults, goals and streaks (3 to 4 points); sustained engagement, measured in 
the week without deadlines, is moved by social proof, timed reminders and personalised timing (1.4 to 
2.1 points, 3 to 5% of the baseline rate) and by nothing else beyond 1.3 points; on-time submission, the 
academic proxy, is moved by social proof, urgency, defaults and timed reminders (4 to 6 points). The 
time paths divide the patterns into those whose effects build over the term because they act on a 
repeated behaviour (reminders, social proof, personalised timing, and the onboarding patterns through 
calendar sync) and those whose effects decay because they act through novelty or a time-limited 
prompt (urgency, goals, streaks). The decay is the testbed's version of the novelty effects that 
experimentation practice warns about and of the fading that field studies of nudges report when the 
intervention stops (Kohavi et al., 2012; Hohnhold et al., 2015; Allcott & Rogers, 2014; Milkman et al., 
2021a). Heterogeneity across cohorts is small by construction, but across intent it is large and non-
monotonic for the onboarding patterns, which help the middle of the motivation distribution most, and 
it reverses the sign of the streak effect for the most motivated students, as the crowding-out literature 
would predict (Deci et al., 1999; Hanus & Fox, 2015). 
RQ2 asked what harms the patterns produce and how they trade against engagement. The harms are 
concentrated: default opt-in produces an 11-point rise in opt-outs for a 5-point gain in on-time 
submission and a small loss in week-16 use; the urgency countdown produces 11 complaints per 100 
students and the loss of nearly all trust for a 13-point week-2 gain that is 1.3 points by week 16; loss 
framing produces opt-outs without engagement. Three patterns reduce harm while raising engagement 
(timed reminders, personalised timing, gated social proof), because they make the reminders a student 
receives more useful or fewer. The trade-off is therefore not a frontier along which every pattern lies 
but a sorting: patterns that respect the student's attention budget are better on both axes, and patterns 
that spend it are worse on both once the term is long enough for the harm to appear. The sizes are 
assumptions, but the structure, in which annoyance accumulates and opt-out is absorbing, follows the 
notification literature and the testbed makes its consequence visible on a term's horizon (Pielot et al., 
2014; Mehrotra et al., 2016; Sahami Shirazi et al., 2014; Mathur et al., 2019; Federal Trade Commission, 
2022). 
RQ3 asked how well standard methods recover the truth. Four results matter for a campus product. 
First, sample size: the persistent effects that matter most for a product's long-run engagement are 1 to 
2 points, and a two-arm test needs 8,000 to 16,000 students per arm for 65 to 90% power on a binary 
weekly-use metric even with CUPED, which is most or all of a large campus; a megastudy with eleven 
arms on 40,000 students had 1.2-point standard errors and could not distinguish these effects from zero 
in most seeds, while it measured the 9 to 12-point activation effects precisely. On-time submission, with 
lower variance and a strong prior-term covariate, is detectable at a tenth of the sample. Second, 
interference: randomisation by user understates the effect of social proof by a third at the default 
interference strength and by 62% at double strength, and understates the effect of every pattern that 
raises activity on the on-time metric by 10 to 15%, because treated students raise their control peers' 
activity through the section norm; randomisation by section removes a third to two-thirds of the bias 
at a cost of 20 to 60% in standard error, which is the pattern that the interference literature reports for 
graph-cluster designs with imperfect clusters (Eckles et al., 2017; Ugander et al., 2013; Hudgens & 
Halloran, 2008; Aronow & Samii, 2017). Third, inference: weekly peeking raised the A/A false-positive 
rate from 2.5% to 27.5%, and a significant estimate of a 1.8-point effect at 250 students per arm 
overstated it by a factor of six, with a 14% chance of the wrong sign, which is the Type M and Type S 
pattern that Gelman and Carlin describe and that the replication literature finds in published effects 
(Gelman & Carlin, 2014; Johari et al., 2017; Simmons et al., 2011; Ioannidis, 2005; Open Science 
Collaboration, 2015). Fourth, surrogates: the week-2 effect ranking carried no information about the 
week-16 ranking, and the week-4 ranking little; a team that ships on week-2 results would ship urgency, 
defaults, goals and streaks and leave social proof, timed reminders and personalised timing on the 
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shelf. Benjamini-Hochberg correction cost little at 2,000 per arm because most true effects were not null, 
and the dominant error was missed small effects rather than false discoveries, which is the regime of a 
product with many modest real effects rather than the regime of a literature with many null ones 
(Benjamini & Hochberg, 1995; Athey et al., 2019; Kohavi et al., 2020). 
RQ4 asked how stable the answers are under the assumed mechanisms. The Monte Carlo analysis 
shows that the ranking of the onboarding patterns on activation, the position of social proof and timed 
reminders at the top of the week-16 ranking, the decay of the novelty patterns, the opt-out cost of 
default opt-in and the complaint cost of urgency hold across the ranges in Table 4, while every effect 
size moves by a factor of two or more and the sign of the default opt-in and streak effects on week-16 
use is uncertain (negative in 70% and 28% of draws). The parameters that drive the uncertainty are ones 
a campus could measure in a baseline term: annoyance per reminder and tolerance, the strength of peer 
influence, and the link from calendar sync to deadline salience, which is an argument for the 
measurement foundation in the roadmap below (Law, 2015; Sargent, 2013). 
Comparison with the literature 
The effect sizes in the testbed were set by the author with reference to the field literature, so agreement 
with it is partly construction; what the testbed adds is the comparison on one population. Three points 
of contact are worth stating. First, the small persistent effects of reminders, defaults and norms (1 to 6 
points) are in the range that nudge units report at scale (DellaVigna and Linos report an average take-
up effect of 1.4 percentage points, an 8.1% increase, across 126 trials of two U.S. nudge units, against 
8.7 points, a 33.5% increase, in the published academic trials they compare), and smaller than the early 
laboratory and field results that the catalogues of choice architecture summarise (DellaVigna & Linos, 
2022; Thaler & Sunstein, 2008; Hummel & Maedche, 2019; Mertens et al., 2022; Maier et al., 2022). 
Second, the small and decaying effects of goals and planning prompts match the large field experiments 
in higher education that found little or no effect of goal-setting, coaching and text nudges on persistence 
and grades, and the null results of planning prompts scaled across online courses (Dobronyi et al., 2019; 
Oreopoulos & Petronijevic, 2019; Bird et al., 2021; Kizilcec et al., 2020; Clark et al., 2020). Third, the 
activation effects of friction reduction are large in the testbed because onboarding friction is a direct 
cost on a one-time action, which is where simplification has had its largest documented effects 
(Bhargava & Manoli, 2015; Madrian & Shea, 2001; Johnson & Goldstein, 2003). The megastudy design 
is borrowed from the vaccination and gym-attendance megastudies, which found that most 
interventions had effects of a few percentage points, that the best were modest, and that effects faded 
when the intervention ended; the testbed reproduces the fading and shows what the megastudy's 
shared control can and cannot resolve at campus scale (Milkman et al., 2021b; Milkman et al., 2021a). 
The engagement literature's warning that software engagement is a proxy for behavioural engagement, 
not for learning, is reflected in the inclusion of on-time submission and idle opens as separate metrics 
(Fredricks et al., 2004; Henrie et al., 2015; O'Brien et al., 2018). 
Design implications 
Six implications follow for a campus product and its evaluation framework (Figures 1 and 3). Define 
activation and engagement as separate primary metrics with separate owners, because the patterns that 
move one do not move the other and the ranking of patterns inverts between them. Pre-register the 
week-16 (or end-of-term) metric as primary and treat week-2 and week-4 metrics as diagnostic, or use 
on-time submission as the early surrogate, which in the testbed tracked the long-run ranking far better 
than early use. Measure harm as guardrails with the same status as engagement (opt-outs, complaints, 
idle opens, trust), with automatic ramp-down; the patterns that survive these guardrails are also the 
ones with persistent effects. Randomise by course section, or by a graph cluster that covers more of a 
student's peers, for any pattern with a social mechanism, and expect a downward bias in user-level 
estimates for every pattern that raises activity. Plan sample sizes with retrodesign on the effect the 
product needs, not the effect the literature hopes for: 1 to 2 points on a binary weekly metric needs most 
of a campus, and pooling across campuses with cluster-robust or random-effects methods is the realistic 
route to power for the persistent patterns. Treat uplift targeting as an evaluation question rather than 
a default, because in the testbed two learners found heterogeneity that was not there and a targeted 
half did no better than a random half; a targeting policy should be evaluated against treating everyone 
and treating a random subset in a held-out sample before it is trusted, and should pass the fairness 
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review that the regulatory mapping below requires (Künzel et al., 2019; Wager & Athey, 2018; Athey & 
Imbens, 2017; Gutierrez & Gérardy, 2017). 
Ethics, policy and regulatory mapping 
Table 15 maps the patterns and the practices of the evaluation framework to the instruments that 
govern them. Three points follow from the testbed results rather than from the texts alone. First, the 
pattern with the largest short-run engagement effect, the urgency countdown, is also the one that the 
FTC staff report and Article 25 of the Digital Services Act describe most directly: false urgency and 
interfaces that distort decisions (Federal Trade Commission, 2022; European Parliament and Council, 
2022; Mathur et al., 2019). A team that ranks patterns on week-2 engagement without a harm guardrail 
would ship it; a team with the complaint and trust guardrails of Table 5 would not. Second, defaults 
are lawful and effective, but the testbed shows that an opt-in default raises opt-outs by more than ten 
percentage points and lowers week-16 use for the students it annoys most; the ethics of nudging 
literature asks that defaults be transparent and easy to reverse, and the product consequence is a one-
tap opt-out and an annoyance budget rather than a hidden setting (Sunstein, 2015; Sunstein, 2022; 
Thaler & Sunstein, 2008). Third, uplift targeting and personalised timing use models to decide which 
students are nudged; under FERPA these are education records used by school officials, under the 
GDPR they are profiling, and under the EU AI Act systems that evaluate or prioritise students in 
education are high-risk, so a data-protection impact assessment, human oversight and transparency 
about targeting are the price of the modest gains that Section 5 reports (U.S. Department of Education, 
n.d.; European Parliament and Council, 2016; European Parliament and Council, 2024; Prinsloo & 
Slade, 2017; Slade & Prinsloo, 2013). The Common Rule's exemption for normal educational practice 
covers much of this work when it is run as institutional improvement, but the determination belongs 
to the IRB, and the resentment of undisclosed A/B tests that Meyer et al. (2019) document argues for 
plain-language notice regardless of the legal exemption (U.S. Department of Health and Human 
Services, 2018; Meyer et al., 2019; Kramer et al., 2014). Accessibility review under WCAG 2.2 applies to 
countdown timers and animated streaks specifically, because time limits and motion are among its 
criteria (World Wide Web Consortium, 2023). The instruments cited are read as of their cited editions; 
statutes, guidance and enforcement priorities change and differ by jurisdiction and institution, and the 
mapping is a reading for design, not legal advice. 
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Table 15: Mapping of the patterns and the evaluation framework to policy, regulatory and ethical 
instruments 

Instrument What it requires or prohibits 
Patterns and practices 

affected 
Implication for the 

workflow 

FERPA (U.S. 
Department of 
Education, n.d.) 

Education records may be 
used by school officials with a 

legitimate educational 
interest; disclosure to vendors 

needs the school-official 
exception or consent 

Event pipeline, 
pseudonymisation, 

vendor experimentation 
services, uplift models on 

academic data 

Data-use agreements; 
pseudonymised events; 

experiments run as 
institutional improvement 
with the registrar informed 

Common Rule (U.S. 
Department of Health 
and Human Services, 
2018) 

Research on human subjects 
needs IRB review unless 

exempt; normal educational 
practice in established 

settings is exempt (category 1) 

Experiments published 
as research; experiments 
with more than minimal 

risk (urgency, loss 
framing) 

An IRB determination for 
each campaign; exemption 

documented; consent where 
the exemption does not 

apply 

FTC Act section 5 (U.S. 
Congress, 2023) and the 
FTC dark-pattern 
report (Federal Trade 
Commission, 2022) 

Unfair or deceptive practices 
are unlawful; the report lists 
false urgency, obstruction of 

cancellation and hidden 
defaults 

P10 urgency countdown; 
opt-out that is hard to 

find; P2 defaults without 
clear notice 

A dark-pattern screen before 
any test; urgency only when 

true; one-tap opt-out; 
defaults disclosed 

EU Digital Services Act, 
Article 25 (European 
Parliament and 
Council, 2022) 

Online platforms must not 
design interfaces that deceive 
or manipulate users or distort 

their decisions 

The same patterns for 
European campuses or 
vendors; nudges that 
impair autonomous 

choice 

The screen applies to all 
markets; documented 
rationale per pattern 

GDPR (European 
Parliament and 
Council, 2016) and the 
EU AI Act (European 
Parliament and 
Council, 2024) 

Lawful basis and purpose 
limitation for behavioural 
data; profiling rights; AI 

systems used in education are 
high-risk 

Uplift targeting and 
personalised timing; any 
model that prioritises or 

evaluates students 

Data-protection impact 
assessment; human 

oversight; transparency 
about targeting 

WCAG 2.2 (World 
Wide Web Consortium, 
2023) 

Interfaces must be 
perceivable, operable and 

understandable; time limits 
adjustable; no flashing 

Countdown timers; 
streak and badge 

animations; reminder 
cards 

Accessibility review of every 
pattern surface; timers 

adjustable 

Ethics of nudging 
(Sunstein, 2015, 2022) 
and of experiments 
(Meyer et al., 2019; 
Kramer et al., 2014) 

Nudges should be transparent 
and preserve choice; people 

object to experiments on them 
less than to untested policies, 
but A/B deception is resented 

All patterns; the fact of 
experimentation 

Public pattern library; plain-
language notice of 

experimentation; student 
advisory board 

Learning analytics 
ethics (Slade & 
Prinsloo, 2013; Prinsloo 
& Slade, 2017) and the 
NIST AI Risk 
Management 
Framework (Tabassi, 
2023) 

Students as agents, not data 
subjects; transparency and 
recourse; AI risks mapped, 
measured, managed and 

governed 

Dashboards, risk scores 
and uplift models that 
decide who is nudged 

Students can see and contest 
their status; model cards; a 

risk register 

 
Implementation roadmap 
Figure 12 arranges the findings as a four-phase roadmap with stage gates. Phase 1 (months 0 to 3) builds 
the measurement foundation: the metric and guardrail definitions of Table 5, a consented and 
pseudonymised event pipeline with a FERPA review, a baseline term that records funnels, activity 
curves and opt-out rates by cohort and campus, and a student advisory board with an ethics review 
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charter. Phase 2 (months 3 to 9) adds the experimentation capability of Figure 1: an assignment service 
with user and section-cluster randomisation and overlapping layers, a pre-registration template, the 
estimators of Table 7, and A/A tests with automatic ramp-down. Phase 3 (months 9 to 15) builds the 
pattern library in the order the testbed suggests: friction reduction and the onboarding checklist first, 
because they have the largest activation effects and no measured harm; reminder defaults and timing 
with opt-out controls and an annoyance budget; social proof gated on favourable norms; goals and 
streaks only with long-term holdouts, because their effects decay within weeks. Each pattern receives 
an evidence grade (effect, decay, heterogeneity, harm) and patterns that fail are retired. Phase 4 (from 
month 15) is continuous evaluation: long-term holdouts and 16-week reviews that validate the early 
surrogates, fairness reviews of targeting across cohorts and campuses, a dark-pattern screen on every 
change, and public evidence summaries for students and faculty. The governance group that owns the 
gates includes a product owner, a behavioural scientist, a data science lead, a privacy officer, an IRB 
liaison, the student advisory board and an accessibility lead. The timings are indicative; a campus with 
an existing experimentation platform would compress Phases 1 and 2 (Kohavi et al., 2020; EDUCAUSE, 
2023; Dahlstrom et al., 2014). 
 
Figure 12: Implementation roadmap for behavioural pattern evaluation in a campus product: four 

phases with stage gates, the re-grading loop, governance and enablers 

 
 
Limitations 
Table 16 lists the limitations. The first dominates: the behaviour is synthetic and the pattern 
mechanisms are stylised, so the effect sizes are consequences of the assumptions in Table 4 and the 
Monte Carlo ranges, not estimates of what any campus would observe. The ranking of patterns on 
activation (friction reduction and the checklist first) and the harm profile of the urgency countdown 
are robust within those ranges, but the ranges were chosen by the author with reference to the literature, 
and a different reading of that literature would move them. The testbed has one channel from activation 
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to later engagement (deadline salience after calendar sync), one channel of interference (course 
sections), one harm mechanism for reminders (annoyance against tolerance) and one for urgency 
(trust), and these are the channels the results describe. The estimators compared are the standard ones; 
always-valid sequential methods, regression adjustment with many covariates and doubly robust 
estimators would narrow some of the gaps reported in Section 5. The multi-campus analysis finds little 
between-campus heterogeneity because the campuses differ only in an intent offset; real campuses 
differ in calendars, platforms, populations and norms, and the I-squared values reported here are a 
lower bound on what a multi-campus trial would find. The regulatory mapping summarises texts as 
of their cited editions (Tipton, 2014; Law, 2015; Sargent, 2013). 
 

Table 16: Limitations of the study and what would address them 

Limitation Why it matters What would address it 

Synthetic behaviour with 
stylised mechanisms 

Effect sizes, decay rates and harms are 
assumptions, not estimates; the testbed 
cannot show which pattern works on a 

real campus 

Field experiments on real campus 
products with the designs tested here; 

calibration of the testbed to logged 
behaviour 

Pattern mechanisms 
simplified 

Each pattern is one or two parameters; 
real implementations differ in copy, 

timing and placement, which the 
literature finds matter 

Multiple implementations per pattern; a 
design-space study rather than one point 

per pattern 

Interference only through 
sections 

Spillovers through friends, residence 
halls and social media are absent; cluster 

designs on sections would not remove 
them 

Multi-level cluster designs; exposure-
mapping estimators; network data where 

available and permitted 

One activation-to-
engagement link 

Downstream effects of onboarding 
patterns depend on an assumed salience 
link that the Monte Carlo analysis varies 

but cannot validate 

Longitudinal data on activation and later 
engagement; mediation analysis in field 

data 

Opt-out, complaints and 
trust are proxies for harm 

Real harms (stress, distraction, inequity) 
are not modelled; effects on learning are 

proxied by on-time submission 

Student-reported outcomes; academic 
outcomes; subgroup analyses with 

fairness metrics 

One term, five campuses, 
no attrition 

Term-to-term carry-over, cohort 
replacement and withdrawal are absent; 
campus heterogeneity is modelled only 

as intent offsets 

Multi-term simulation; richer campus 
models; external validity indices (Tipton, 

2014) 

Estimators are standard 

Sequential methods, always-valid 
inference, regression adjustment with 
many covariates and doubly robust 

estimators are not compared 

A methods benchmark on the same 
testbed with those estimators 

Regulatory mapping is a 
reading, not advice 

Statutes and guidance change and vary 
by jurisdiction and by institution; the 
mapping summarises texts as of their 

cited editions 

Legal review at each institution; 
monitoring of FTC, EU and state rules 

 
Conclusion 
A campus software product that adopts behavioural design patterns without an evaluation framework 
will learn the wrong lessons from its own data: it will see large early effects from urgency and streaks 
and ship them, miss the small persistent effects of reminders, social proof and personalised timing 
because its tests are underpowered, mistake a positive early estimate for a large effect, and count opt-
outs as noise rather than as harm. The testbed built here, on which every true effect is known, shows 
each of these failures and the design that prevents it. Activation is moved most by removing friction 
and by a checklist, with effects of about 11 to 12 percentage points that carry through to later 
engagement only weakly; sustained engagement is moved by patterns that act on deadlines and habits, 
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with effects of one to two percentage points on week-16 use that take weeks to build and need 
thousands of students per arm to detect; the patterns with the largest short-run effects are the ones 
whose effects decay or whose harms are largest.  
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